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Abstract

The construction of a knowledge base upon which educational practices can be reliably grounded is dependent upon conducting quality research and reporting the research in compliance with empirical research reporting standards. When reporting the results from quantitative studies, both American Psychological Association [APA] and American Educational Research Association [AERA] standards recommend including effect sizes and confidence intervals (CIs) rather than relying solely on the dichotomous null hypothesis statistical significance testing (NHSST). The present study examined effect size and CI reporting practices in two prominent mathematics education journals to aid in creating a “warranted” (AERA, 2006, p. 33) empirical research base in mathematics education. 104 quantitative articles published between 1996 and 2007 in Journal for Research in Mathematics Education (JRME) and School Science and Mathematics (SSM) were analyzed for the reporting of effect sizes and confidence intervals.
Effect Size and Confidence Intervals Reporting Strategies
in Mathematics Education
The improvement of mathematical achievement and skills is an international concern. Mathematics education research around the world has been devoted to developing an understanding of mathematical thinking, learning, and teaching and applying this knowledge to improve mathematics education (Schoenfeld, 2000). The construction of a knowledge base upon which educational practices can be reliably grounded is dependent upon conducting quality research and reporting the research in compliance with empirical research reporting standards (AERA, 2006; Wilkinson & Task Force on Statistical Inference [TFSI], 1999). To assist researchers, editors, and reviewers in the preparation of empirical research reports, several guidelines have been provided by both AERA (2006) and APA (2001). Additionally, APA commissioned a report specifically to address the issue of statistical methods in empirical research (Wilkinson & TFSI, 1999). 
Regarding the reports of statistical research results, both APA and AERA standards recommend including effect sizes and confidence intervals (CIs) rather than relying only on the classic statistical significance testing. The present study examined effect size and CI reporting practices in mathematics education. Our purpose was to identify the effect size and CI reporting practices to aid in creating a “warranted” and “transparent” (AERA, 2006, p. 33) empirical research base in mathematics education. 
Statistical Significance Testing

Statistical significance testing has been the object of numerous criticisms for decades (e.g., Cohen, 1994; Schmidt, 1996; Thompson, 1996). Because of the limitations of statistical significance testing and its frequent misuse and misinterpretation, some critiques have been severe to the point that they called for abandoning this procedure (e.g., Carver, 1993; Schmidt & Hunter, 1997). For example, Schmidt and Hunter argued that, “reliance on statistical significance testing is logically indefensible and retards the research enterprise by making it difficult to develop cumulative knowledge” (p. 38). 
One of the main concerns about null hypothesis statistical significance testing (NHSST) is NHSST “evaluates the probability or likelihood of the sample results, given the sample size, and assuming that the sample came from a population in which the null hypothesis is exactly true” (Thompson, 2003, p. 7) but does not provide information about either the magnitude of the effect or result replicability (Cumming, in press). Also obtaining statistical significance can be an artifact of sample size, because given a fixed effect size, larger samples are more likely to generate statistical significance (Cohen, 1994). Given these limitation of NHSST, the Publication Manual of the American Psychological Association (APA, 2001) noted that, 

Neither of the two types of probability value [alpha and p values] directly reflects the magnitude of an effect or the strength of a relationship…[therefore] it is almost always necessary to include some index of effect size or strength of relationship in your Results section. (p. 25)
Another main concern about NHSST is NHSST starts with a null hypothesis, which is usually known to be untrue even before the study, and ends with a dichotomous decision, which does little to accumulate knowledge across studies. In effect, NHSST is similar to setting up a straw man (i.e., the null hypothesis), which the researchers typically do not believe, only in the name of knocking it down to decide whether or not they believe in what they indeed do not believe (Carver, 1978). On the other hand, CIs can be used to express what researchers think exists in the population. CIs provide a range of plausible values for population parameters and an accumulation of CIs across multiple studies provide evidence for the population parameter. 
Some of the other commonly reported difficulties about statistical significance tests are that statistical significance testing does not assess the replicability of the results, and despite their long history and common use, not all researchers understand what statistical significance testing is, which may result in misinterpretations of statistical significance testing results. 
For improved empirical research reports, AERA (2006) requires that effect sizes and CIs are provided for every essential statistical result. In mathematics education research, as well as in education research in general, practical significance should be directly addressed (Capraro, 2004; Kilpatrick, 2001). In addition, to convey the uncertainty of the effect and to encourage meta-analytic thinking, CIs should also be reported. 
Effect Sizes

The practice of reporting results dichotomously as either ‘failing to reject’ or ‘rejecting’ the null hypothesis at some a priori alpha level minimally impacts theoretical development and the accumulation of knowledge. Mathematics education is best served when researchers focus on the practical significance and magnitude of the effects (Kirk, 2001). It is essential to note that, in addition to reporting an effect size it is important to discuss (Wilkinson & APA Task Force on Statistical Inference, 1999) those effect size estimates in the context of previously reported effects, and not using Cohen’s benchmarks for “small,” “medium,” and “large” effects (Thompson 2006b, 2007, 2008). Integrating new research results with prior relevant results allows for evaluating the replicability of the new findings and for accumulating knowledge across studies.

In the most general case there are two categories of effect sizes, unstandardized and standardized. The unstandardized effect size allows the reader to understand the effect situated within the metric of the study. On the other hand, standardized effect sizes are obtained by removing the effect of the metric allowing for comparing results across studies when different metrics are used to measure dependent variables (Thompson, 2006a). Because in education there are no universal metrics with which to measure the outcome variables, education researchers must use standardized effect sizes to be able to compare effects across studies. 
There are numerous effect sizes available for researchers to convey the practical importance of their results. The APA Publication Manual (2001) states that for the reader to fully understand the importance of the findings 

It is almost always necessary to include some index of effect size  . . . including (but not limited to) r2, (2, (2, R2, (2, Cramérs V, Kendall’s W, Cohen’s d and (, Goodman-Kruskal’s ( and (, Jacobson and Traux’s (1991) and Kendall’s (1999) proposed measures of clinical significance, and the multivariate Roy’s ( and the Pillai-Bartlett V . (p. 26)

Researchers interested in more information about various effect sizes may consult Vacha-Haase and Thompson (2006a) or Grissom and Kim (2005) for comprehensive discussions. 

Confidence Intervals

Confidence intervals (CIs) have long been recommended as an alternative reporting strategy to NHSST to improve the communication of research results (Cahan, 2000; Caruso & Cliff, 1997; Schmidt, 1996; Wilkinson & TFSI, 1999). The APA Publication Manual (2001) states that 

The reporting of confidence intervals … can be an extremely effective way of reporting results. Because confidence intervals combine information on location and precision and can often be directly used to infer significance levels, they are, in general, the best reporting strategy. The use of confidence intervals is therefore strongly recommended. (p. 22) 

There are three main reasons for the recommendation of CIs as a reporting strategy. First, CIs build on the best point estimation to provide information about the standard error and thus the precision of the estimate (Thompson, 2006a, p. 205). Second, CIs facilitate meta-analytic thinking and thus support the development of cumulative research knowledge (Schmidt, 1996). As Fidler and Thompson (2001) emphasized 

CIs can be used to help us “think meta-analytically” (a) in consulting prior studies’ effects prospectively to design our study and (b) retrospectively in interpreting our particular effect sizes in the context of the specific effects reported in prior studies. (p. 580)

Finally, there is a relationship between CIs and NHSST. CIs include the parameter estimates that would not lead to the rejection of the corresponding null hypothesis. However, this should not suggest that CIs are nothing more than NHSST. As Thompson (2006) argues 

The thoughtful interpretation of CIs usually does not involve evaluating whether a given interval subsumes an hypothesized parameter. Instead, the most thoughtful use of CIs bases interpretation upon comparison of CIs for parameter estimates across studies. The beauty of such integrative comparisons is that by comparing CIs across studies (not by evaluating CIs by whether they subsume an hypothesized expectation) we will eventually discover the true parameter, even if our initial expectations are wildly wrong (Schmidt, 1996)! (p.203)

In addition, CIs provide information about replication (Cumming & Maillardet, 2006). Replicability of the results of a study gives information about the reliability of the parameter estimates. The assessment of the quality of an article involves, “a judgment with respect to the confidence to be placed in the findings – confidence that the results of the experiment would be repeatable under the conditions described” (Melton, 1962, p. 553). Cumming, Williams, and Fidler (2004) provide detailed information on the replicability information conveyed by CIs at different confidence levels.
Purpose
The purpose of the present study was to examine effect size and CI reporting practices in mathematics education. We have reviewed the mathematics education articles published in two prominent mathematics education journals to examine change based on critical commentary on statistical reform. 
Methodology

Article Selection


The present study examined articles published in two reputable mathematics education journals: Journal for Research in Mathematics Education (JRME) and School Science and Mathematics (SSM). Both journals are recognized as devoted to improving mathematics education and publishing high quality empirical research. The time interval for selecting the articles was chosen by using benchmark publication years of Wilkinson and APA Task Force on Statistical Inference report, 1999, Publication Manual of the American Psychological Association, 2001, and AERA standards for empirical research reports, 2006, as reference time points. Thus all articles published in these journals in 1996, 1997, before any of the aforementioned three reports, in 2003, 2004, after the publication of Wilkinson and APA Task Force on Statistical Inference report and Publication Manual of the American Psychological Association, and in 2007, after the publication AERA (2006) report were examined. In addition to coding all of the quantitative articles in those years, we randomly chose and coded 20 articles from the other issues of the two journals between 1996 and 2007. After excluding qualitative studies, 104 articles were read and coded. 
Coding

Articles were initially coded for their methodologies (i.e., quantitative, qualitative, and mixed methods). For quantitative articles, the types of statistical analyses were recorded. When a statistical analysis was conducted, then whether or not effect sizes were reported was dichotomously coded as ‘1’= Yes or ‘0’= No. When effect sizes were not reported, the articles were again dichotomously coded for containing sufficient information being provided for the readers to compute effect sizes.  CI reporting practices were identified with a score of ‘1’ for present and ‘0’ for not present in each study. If CIs were reported, the parameters for which the CIs were reported were entered into the coding sheet. 

Inter-rater Reliability

Because three coders were involved and a large number of articles were coded, inter-rater reliability was estimated to ensure consistency. An index of inter-rater reliability was determined (Huck, 2004). First, each of the three researchers independently coded five randomly chosen articles. Discussions and reconciliations were held for instances where differences occurred, and discrepancies resolved. Then, another five articles were randomly coded, and this was continued until inter-rater reliability was 95%. The articles were then divided amongst the three researchers, and the remaining articles were coded. When a researcher had a question, discussions and reconciliations were held. This process was comparable to Beatty (2004). 

To the effects of repeated coding, intra-rater reliability was also estimated individually for each researcher by randomly selecting from that rater’s previously coded articles and recoding them. The recoding consistency estimate for each rater was 98%, 99%, and 99%.  

Results

Effect Sizes

Of the 104 quantitative studies published in the two journals (31 in JRME and 73 in SSM) before 2000, 23% reported effect sizes for their major findings. With a few exceptions, almost all of the reported effect sizes belonged to either a bivariate correlation (i.e., Pearson r) or a multiple regression (i.e., R2) analysis. Although the percentage of quantitative studies that reported effect sizes (i.e., 23%) can be considered relatively high given that before 2000 effect sizes were an emerging reform practice, it is important to remember that effect size measures for bivariate correlations and multiple regressions are readily available on outputs from statistical software. Therefore, it is conceivable that researchers were simply reporting the findings produced by the statistical software outputs and not interpreting these effect sizes. Vacha-Haase, Nilsson, Reetz, Lance, and Thompson (2000) noted this phenomenon and differentiated between effect size reporting and interpretation as they stated that “since some authors autonomically report (but do not necessarily interpret) certain variance-accounted-for-statistics (e.g., r2, R2), even these figures may be somewhat inflated” (p. 417).

Because there were substantive differences between JRME and SSM’s effect size reporting instances starting from 2000, we provided the frequencies separately for each journal. Table 1 presents the tests conducted with the frequency of inclusion of effect sizes for the articles published from 2000 till 2007 for both JRME and SSM. The results show that statistical reformers’ recommendations regarding effect sizes are reflected in JRME to a substantive extent (i.e., 79% of the studies provided an effect size) whereas little change has occurred in SSM. Also, among those studies that did not provide an effect size, very few of them provided enough information for the reader to calculate an effect size.
Because p-values do not provide information about how substantive the results are, effect sizes are required to evaluate the importance of the findings and the contribution of an article to the literature base. Today more than two dozen journals, including some education journals such as Journal of Experimental Education and Research in the Schools, have made their policies regarding effect sizes explicit and require that some kind of effect size information accompany statistical significance tests. Effect sizes are essential to assess individual findings as well as for future meta-analyses so omission of effect sizes can be detrimental in the construction of evidence-based arguments.
Confidence Intervals

Of the 104 articles coded, only three of them reported CIs. One of these articles was published in the journal of SSM and the remaining were in JRME. Of these three articles that provided CIs, only one of them provided an interpretation for the CIs. Despite the empirical research reporting standards promoting CIs as being the “best” reporting strategy (APA, 2001), our study suggests that mathematics education researchers have not adopted CIs in their statistical reports yet. The frequency of CIs in these two prominent mathematics education journals is consistent with the CI reporting practices in some other fields of research (cf. Finch, Cumming, & Thomason, 2001; Kieffer, Reese, & Thompson, 2001). For example, Finch et al. (2001) studied 150 articles published between 1940 and 1999 in a leading APA journal – the Journal of Applied Psychology. Only four of the articles contained CIs, and among those four only one of them provided a substantive interpretation of the interval! Given the occasional use of CIs, their poor interpretation by the researchers is understandable.  
Conclusions

Although the sustained efforts of the statistical reformers regarding effect sizes have demonstrated a change in one of the prominent mathematics education journals, mathematics education journals in general are yet to adopt policies for consistent effect size reporting practices. In the case of CIs, our results suggest that little has changed over the last decade despite the recommendations of CIs over NHSST. Given the infrequent use of the prerequisite reporting strategies on which to demonstrate accumulated knowledge from a broad base of research (Zientek, Capraro, & Capraro, 2008), it is not surprising that there is a dearth of meta-analytic thinking in education research, particularly in mathematics education research. 

References

American Educational Research Association. (2006). Standards for reporting on empirical social science research in AERA publications. Educational Researcher, 35(6), 33-40.

American Psychological Association. (2001). Publication manual of the American Psychological Association (5th ed). Washington, DC: Author.

Cahan, S. (2000). Statistical significance is not a “kosher certificate” for observed effects: A critical analysis of the two-step approach to the evaluation of empirical results. Educational Researcher, 29(1), 31-34. 

Capraro, R. M. (2004). Statistical significance, effect size reporting, and confidence intervals: Best reporting strategies. Journal for Research in Mathematics Education, 35, 57-62.

Caruso, J. C., & Cliff, N. (1997). Empirical size, coverage, and power of confidence intervals for spearman’s rho. Educational and Psychological Measurement, 57, 637-654. 
Carver, R. P. (1978). The case against statistical significance testing. Harvard Educational Review, 48, 378-399.

Carver, R. P. (1993). The case against statistical significance testing, revisited. Journal of Experimental Education, 61, 287-292.

Cohen, J. (1962). The statistical power of abnormal-social psychological research: A review. Journal of Abnormal and Social Psychology, 65, 145-153.
Cohen, J. (1994). The Earth is round (p<.05). American Psychologist, 49, 997-1003.
Cumming, G. (in press). Replication and p values predict the future only vaguely, but confidence intervals do much better. Perspectives on Psychological Science. 
Cumming, G., & Maillardet, R. (2006). Confidence intervals and replication: Where will the next mean fall? Psychological Methods, 11, 217-227.

Cumming, G., Williams, J., & Fidler, F. (2004). Replication and researchers’ understanding of confidence intervals and standard error bars. Understanding Statistics, 3, 299-311.

Fidler, F., & Thompson, B. (2001). Computing correct confidence intervals for anova fixed- and random-effects effect sizes. Educational and Psychological Measurement, 61, 575-604.

Finch, S., Cumming, G., & Thomason, N. (2001). Reporting of statistical inference in the Journal of Applied Psychology: Little evidence of reform. Educational and Psychological Measurement, 61, 181-210. 

Grissom, R. J., & Kim, J. J. (2005). Effect sizes for research: A broad practical approach. Mahwah, NJ: Erlbaum.

Kieffer, K. M., Reese, R. J., & Thompson, B. (2001). Statistical techniques employed in AERJ and JCP articles from 1988 to 1997: A methodological review. Journal of Experimental Education, 69(3), 280-309.

Kilpatrick, J. (2001).  Where’s the evidence? Journal for Research in Mathematics Education, 32, 421-427.

Kirk, R. E. (2001). Promoting good statistical practices: Some suggestions. Educational and Psychological Measurement, 61, 213–218.

Melton, A. W. (1962). Editorial. Journal of Experimental Psychology, 64, 553-557. 

Schmidt, F. L. (1996). Statistical significance testing and cumulative knowledge in psychology: Implications for the training of researchers. Psychological methods, 1, 115-129.

Schmidt, F. L., & Hunter, J. E. (1997). Eight common but false objections to the discontinuation of significance testing in the analysis of research data. In L. L. Harlow, S. S. Mulaik, & J. H. Steiger (Eds.), What if there were no significance tests? (pp. 37-64). Mahwah, NJ: Erlbaum.

Schoenfeld, A. H. (2000). Purposes and methods of research in mathematics education. Notices of the American Mathematical Society, 47(6), 2-10.

Thompson, B. (1996). AERA editorial policies regarding statistical significance testing: Three suggested reforms. Educational Researcher, 25(2), 26-30.

Thompson, B. (1997, April). If statistical significance tests are broken/misused, what practices should supplement or replace them? Paper presented at the annual meeting of the American Educational Research Association, Chicago. (ERIC Document Reproduction Service No. ED413342)

Thompson, B. (2002). What future quantitative social science research could look like: Confidence intervals for effect sizes. Educational Researcher, 31(3), 25-32.

Thompson, B. (Ed.) (2003). Score reliability: Contemporary thinking on reliability issues. Thousand Oaks, CA: Sage.

Thompson, B. (2006a). Foundations of behavioral statistics: An insight-based approach. New York: Guilford.
Thompson, B. (2006b). Research synthesis: Effect sizes. In J. Green, G. Camilli, & P. B. Elmore (Eds.), Complementary methods for research in education (pp. 583-603). Washington, DC: American Educational Research Association.

Thompson, B. (2007). Effect sizes, confidence intervals, and confidence intervals for effect sizes. Psychology in the Schools, 44, 423-432.

Thompson, B. (2008). Computing and interpreting effect sizes, confidence intervals, and confidence intervals for effect sizes. In J. Osborne (Ed.), Best practices in quantitative methods (pp. 246-262). Newbury Park, CA: Sage.
Vacha-Haase, T., Nilsson, J. E., Reetz, D. R., Lance, T. S., & Thompson, B. (2000). Reporting practices and APA editorial policies regarding statistical significance and effect size. Theory & Psychology, 10, 413-425.
Vacha-Haase, T., & Thompson, B. (2004). How to estimate and interpret various effect sizes. Journal of  Counseling Psychology, 51, 473-481.

Wilkinson, L. & Task Force on Statistical Inference. (1999). Statistical methods in psychology journals: Guidelines and explanations. American Psychologist, 54, 594-604.

Zientek, L. R., Capraro, M. M., & Capraro, R. M. (in press). Reporting practices in quantitative teacher education research: One look at the evidence cited in the AERA panel report. Educational Researcher.
Table 1 

Reporting of Effect Sizes in JRME and SSM Differentiated by Test Conducted




           Reported Effect                                Reported Effect

                                                  Size - JRME                                      Size - SSM
                                              _____________                               _______________   

Test   
                                    N      n-reported effect (%)             N       n-reported effect (%)    
 

Correlations                           4       4 (100%)                               7        7 (100%)  
Univariate

 T-test  
                        8       4 (50%)                                 10       3 (30%)     

 ANOVA  
                        5       3 (60%)                                  9        2 (22%)     

 ANCOVA                              0       -                                             2        0 (0%)      

Nonparametric               

 Chi-square                             2       2 (100%)                                7        0 (0%)  

 Other Nonpar                        2       2 (100%)                                2        0 (0%)     
Regressions

 Multiple                                 3       3 (100%)                                4        3 (75%)  

 HLM                                      3       3 (100%)                                1        0 (0%)     
Multivariate

 MANOVA/MANCOVA       1       1 (100%)                                1        0 (0%)

Total                                       28     22 (79%)                               43       15 (35%)     ____________________________________________________________________

Note. Multiple tests were conducted within studies. 

